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of our knowledge, this is also the “rst time that spatial risk
assessments for di�erent PM components have been done for
the entire United States. A comparison between spatial risk
assessments for “ne and coarse particles is also presented. This
article is organized as follows. In Section 2, we describe the
data used for this study. In Section 3, we introduce the sta-
tistical models and the general approach for this study. The
spatial modeling of PM is described in Section 4. In Section 5,
we present the results, and “nally in Section 6, we provide a
general discussion.

2. Data Description
In 1997, the U.S. Environmental Protection Agency (EPA)
introduced a new PM standard based on PM 2.5 to supple-
ment an earlier one based on PM10. This new annual stan-
dard for PM 2.5 is currently set at 15 µg/m3. In conjunction
with the new standard, new monitoring requirements have
also been promulgated and a new national network, known as
the Federal Reference Method (FRM) monitoring network,
consisting of about 1000 PM2.5 monitoring sites has been es-
tablished. The FRM includes both rural and urban sites where
PM 2.5 samples are collected either every day, every third day,
or every sixth day. The second source of information for PM
has been obtained from the Interagency Monitoring of Pro-
tected Visual Environments (IMPROVE) network. This is a
smaller network consisting of only 156 sites located at na-
tional parks and wilderness areas as required by the Clean Air
Act. Samples are also collected either every day, every third
day, or every sixth day. The IMPROVE and FRM networks
include measurements of both the composition and the con-
centration of “ne particles. Several co-pollutants (e.g., ozone,
PM 10) are monitored through the State and Local Air Moni-
toring Stations (SLAMS) as well as National Air Monitoring
Stations (NAMS). These co-pollutants are studied as possi-
ble causative factors of mortality. We determine the e�ects of
co-pollutants and “ne particles jointly.

Climate data from 272 National Weather Service “rst-order
stations for 1999 and 2000 have been obtained from the Na-
tional Climatic Data Center. We use the following data avail-
able on a daily basis: daily maximum temperature ( ◦C), daily
minimum temperature ( ◦C), and daily averages of wind speed
(m/sec), dew point ( ◦C), and pressure (h Pa).

Monthly mortality counts have been obtained from the
National Center for Health Statistics. These data consist of
counts of monthly natural and cardiovascular deaths by county
(for all counties in the United States) for 1999 and 2000. Since
many counties have very few counts, a generalized Poisson
distribution for the mortality counts seems to be more appro-
priate. The spatial and temporal resolutions of our analysis
are limited by the resolution at which the mortality data are
reported. Here, we use monthly mortality data summarized
over counties in the United States.

3. Statistical Models
County-level mortality data have been modeled in vari-
ous ways in the literature (e.g., Dominici et al., 2002). In
recent years, the modeling of mortality e�ects from “ne
PM (adjusted for meteorological e�ects) has used Poisson-
regression-type models. In many empirical studies of mortal-
ity, the number of natural deaths in a county is modeled as

a function of other socioeconomic variables, such as patients•
education level and family income. However, such count vari-
ables are often either temporally or spatially correlated and
such correlations should not be ignored when “tting regres-
sion models. The commonly used models include the standard
Poisson and negative binomial regression models, which are
based on the assumption that the counts are independently
observed. Under the Poisson regression model, the conditional
mean and variance of the response variable are constrained
to be equal (equidispersion) for each observation. In practice,
this assumption is often false since the variance can either be
larger or smaller than the mean, that is, both overdispersion
and underdispersion can exist in count data. If the variance
is not equal to the mean, the estimates in Poisson regression
models are still consistent but ine�cient. Therefore, inference
based on the estimated standard errors is no longer valid.

The work presented here contributes to this recent body
of research on the association between PM exposure and hu-
man health e�ects by using a generalized Poisson regression
(GPoiR) model to accommodate under- or overdispersion.
This GPoiR model is derived from the Borel distribution to
describe counts in cells of a “xed size over a spatial count
“le, which is the setting that we have in the application that
motivated the research presented here. The GPoiR model sub-
sumes the standard Poisson regression model.

3.1 The Generalized Poisson Regression Model
To model mortality data, Yj (t) i s de“ned as the number of
monthly natural deaths in county j and in month t. Follow-
ing Famoye (1993), the probability function for a generalized
Poisson random variable (Consul, 1989) is given by
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where B(�) = [ −1/�], if � < 0, and B(�) = ∞, for � ≥ 0,
where [x] denotes the largest integer not exceedingx, and µ ≥
0 and � are the parameters of the distribution. We will de-
note this distribution as Y ∼ GPoi(�, µ). Notice that � =
0 reduces a GPoi to a regular Poisson distribution. In other
words, GPoi(�= 0, µ) = Poi( µ), where Poi(µ) denotes a reg-
ular Poisson distribution with mean µ. The following result
provides a statistical interpretation of the parameters µ and
�:

Lemma: If Y ∼ GPoi(�, µ), then E[Y ] = µ and Var[Y ] =
µ(1 + �µ)2.

From the above result, it follows that when for � ≥
0, Var[Y ] ≥ E[Y ], and for � < 0, Var[Y ] < E[Y ], thus rep-
resenting the over- and underdispersion, respectively. For the
mortality data, we propose below the generalized Poisson hier-
archical Bayesian (GPoiHB) model. In specifying that model,
we use t to denote time; the temporal units in our analysis
are months. The index j refers to the spatial units, in this
case county values. The index k denotes the di�erent strata
obtained by the categorical variables (i.e., a stratum could
be Hispanic females over 65 years old). Uj(t) i s a vector of
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confounders at time t de“ned at the county level (e.g., ozone).
For each person in our database, we know the gender, age, and
ethnic group. In our analysis we treat these variables as cat-
egorical variables. Xk(t) i s a vector of confounders at time t
including age, ethnicity, and gender. V j(t) denotes the vector
of exposure covariates (such as speciated PM2.5) that varies
with both time t and county j. I is the dimensionality of this
exposure covariate (i.e., the number of components of PM2.5).
The parameter � explains the association between PM and
mortality; we call � ∗ 103 the relative risk (RR) parameter.
We denote �−j(t) ≡ (�1(t), . . . , �j−1(t), �j+1(t), . . . , �J (t)),
and mj is the number of •neighborsŽ (adjacent counties) of
county j. The parameter vector �j(t) accounts for the spa-
tial similarity across counties at time t by assuming it has a
conditional autoregressive prior distribution. We adopt a dy-
namic version of a multivariate conditionally autoregressive
(MCAR) prior (Gelfand and Vounatsou, 2002) that includes
time-varying parameters � �(t) and Bjj ′ (t). With this notation
we can now de“ne the GPoiHB model:

Yjk(t) ∼ GPoi(�, µjk(t)) , for j = 1 , . . . , J,

k = 1 , . . . ,K, and t = 1 , . . . , T
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where �j(t)T = ( �1j(t), . . . , �Ij(t))

Z(s, t) = W T (s, t)� + �(s, t). (2)

We extend MCAR models (e.g., Gelfand and Vounatsou,
2002) to include dynamic parameters (e.g., � �(t)) that change
with time. However within a county j, there are di�erent
sources of information about PM (e.g., output of numerical
models, monitoring networks) that may have di�erent spa-
tial resolution and di�erent sources of uncertainty and bias.
The •trueŽ (total mass) PM process is modeled using Z(s, t)
and
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Z(s, t) ds would then represent the •trueŽ cumulative

PM over a spatial domain Cj within county j for a particular
month t. We explain the spatial modeling of the Z(·, ·) process
in Section 4. The parameter �i(t) denotes the portion of the
total PM 2.5 mass at time t explained by the exposure covariate
Vij (t), which can represent one of the speciated PM2.5 compo-
nents or a cluster of components. Thus, rather than modeling
each PM2.5 component directly, we model the total mass of
PM 2.5 and then express each component as a proportion of
total PM 2.5. The argument supporting this important aspect
of our model is that total PM 2.5 mass is easier to model, esti-
mate, and predict, since there is more monitoring information
available. Speciated PM2.5 is only available at a few stations
(around 100); thus, it is easier to estimate the speciated PM 2.5

in terms of the total mass (which is measured more often and
more accurately) rather than just based on the information

provided at fewer locations. We estimate �i(t) at each time t,
independently of �i(t − 1).

The covariate Z(s, t) i s in”uenced by a vector of meteoro-
logical weather variables W (s, t) (such as temperature, dew
point, wind speed, pressure, and possibly lags of these vari-
ables). The complex relations involving the weather data are
modeled using a generalized additive model (GAM) (Hastie
and Tibshirani, 1990), so that we can adjust for the e�ects of
several meteorological variables. These GAM models assume
that the mean of the dependent variable depends on an ad-
ditive predictor through a nonlinear link function. A GAM
framework o�ers a lot of ”exibility for modeling meteorologi-
cal variables to capture and explain the potential seasonality,
diurnal cycles, and some other periodicity that the data might
show. The residual process denoted by�(s, t) i s assumed to
be a white noise Gaussian process, and is assumed to be in-
dependent of the spatial processes�j(t) ′s.

One of our main objectives is to study the association be-
tween PM and mortality using the GPoiHB framework. The
parameters in the GPoiHB model will be estimated from
the summary of the posterior distribution of the parameters
given all the observed data. These posterior summaries are
computed based on simulating values of Z (the true under-
lying process) for all the counties given all the sources of
information.

The weather data might not be available at all the locations
of interest. Thus, we need to interpolate the weather data (as
part of our hierarchical framework) at those locations using
the spatial model as proposed in Section 4. The weather and
pollution information obtained are daily summaries that were
averaged for each month prior to being used in our GPoiHB
framework. This change of temporal support could have been
incorporated into our GPoiHB framework, and it could have
been handled in a fashion similar to how we handled the spa-
tial change of support problem. However, in the application
presented in this article, the emphasis is on the spatial aspect.
Because of this and the computational demand, we limit our
work to the averaged monthly values.

3.2 The MIAR Prior
The multivariate intrinsic autoregressive (MIAR) prior
(Gelfand and Vounatsou, 2002) used here is allowed to change
over time by using dynamic coe�cients:
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This is an improper prior, but the posterior will be proper
under some regulatory conditions (see e.g., Sun et al., 1999,
Section 3). Since this prior is only identi“ed up to an addi-
tive constant, for each time unit t, we add I centering con-
straints



j
�ij(t) = 0 for i = 1, . . . , I to identify an intercept

term in our model. For computational convenience, in the
application presented in this article, we consider the compo-
nents B

jj
′ to be the adjacency coe�cients; thus, we have that

B
jj

′ = 1 if county j is adjacent to county j ′, and B
jj

′ = 0
otherwise. In our analysis, we also considered a second-order
adjacency structure. The positive de“nite (p.d.) matrix � �(t)
explains the conditional variability and cross-covariance re-
lationships at time t between the di�erent exposure variables
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PM 10. The risk everywhere (except for the state of Texas) is
approximately half of what we obtained for the “ne particles.
The di�erent results in Texas are not surprising since Texas is
known to have high values of coarse particle concentrations,
mainly in the areas around Dallas and Houston, and also along
the border with Mexico (e.g., in El Paso).

We studied the role of ozone as a confounder in an e�ort
to understand the association between PM2.5 and mortality.
The ozone did not appear to have a signi“cant e�ect (re-
sults not presented here). The di�erences in the RR parameter
when ozone was not included as a confounder in our statisti-
cal model were not signi“cant taking into account the SD of
the RR parameter.

It is unlikely that total PM mass alone uniquely causes mor-
tality. One of the main features of our approach is the simulta-
neous investigation of the components of PM2.5 and mortality.
Figure 3 shows the estimated RR (mean of the posterior distri-
bution) of mortality due to NO 3 (nitrate) (one of the compo-
nents of speciated “ne PM). In Figure 3, instead of presenting
a map, we show boxplots with the estimated RR due to NO 3 in
nine geographic regions as de“ned by the U.S. Census Bureau:
Region (1): New England; (2): Middle Atlantic; (3): Midwest
(East North Central); (4): Midwest (West North Central);
(5): South (South Atlantic); (6): South (South Central); (7):
West (Mountain); (8): West (Paci“c); (9): West (Southern
California). We can clearly see the high risk in the Eastern
United States and also in Southern California. Figure 4 shows
the posterior distribution for the RR parameter for mortal-
ity due to SO 4 (sulfate). For SO 4, it appears that the Middle
Atlantic area presents the highest risk.
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Figure 3. Posterior distribution for the log of relative rate
of mortality due to NO 3 by geographic region (as de“ned
by the U.S. Census). Region (1): New England; (2): Middle
Atlantic; (3): Midwest (East North Central); (4): Midwest
(West North Central); (5): South (South Atlantic); (6): South
(South Central); (7): West (Mountain); (8): West (Paci“c);
(9): West (Southern California).
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Figure 4. Posterior distribution for the log of relative rate
of mortality due to SO 4 by geographic region (as de“ned
by the U.S. Census). Region (1): New England; (2): Middle
Atlantic; (3): Midwest (East North Central); (4): Midwest
(West North Central); (5): South (South Atlantic); (6): South
(South Central); (7): West (Mountain); (8): West (Paci“c);
(9): West (Southern California).

Using our Bayesian framework, we also obtained spatial es-
timates of the expected mortality rates, parameter µ in (1).
The highest values were found in the Eastern United States
and Southern California. Under the Clean Air Act, the U.S.
EPA is required to ensure that environmental justice con-
cerns are considered by all federal agencies. Therefore, it is
of interest to better understand whether there are signi“cant
di�erences in the RR of mortality for di�erent ethnic groups.
Ethnicity is used as a surrogate to help identify groups at
higher risk. By including an interaction between the ethnic-
ity covariable (categorical variable) and the exposure vari-
able, we can obtain the RR for di�erent groups. The di�er-
ences obtained in the RR between the Caucasian and African
American groups, and between the Caucasian and the His-
panic groups were signi“cant, taking into account the size of
the posterior SD for the RR. Also, by allowing an interaction
between the age covariate (categorical variable) and the ex-
posure variable, we obtained the estimated RR parameter for
di�erent age groups. The highest risk was observed for the
elderly group (>65).

Finally, we present some model diagnostics. Apart from the
DIC results previously discussed, we studied the calibration
obtained using our GPoiHB framework. In Figure 5, we con-
structed 95% prediction intervals for the ith location, elimi-
nating the ith observation. We did that for 96 randomly se-
lected counties. We present results for the months of June
2000 and December 2000. We obtained very good calibration
results; in June, only 4% of the time the truth lies outside
the interval, and in December, only 7% of the time. We also
did calibration analyses for the PM 2.5 exposure variable. We






